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Session Objectives

What we will cover...

Help you become familiar with:

- Catalyst 6807-XL
- Catalyst 6880-X
Catalyst 6840-X M

Chassis Architectures
- Supported Modules
- Forwarding Engine Functions
- Hardware Feature Operations
- Basic Packet Flows

Cisco hrl/fp/




Session Objectives

What we will not cover...

We will NOT cover...
- Virtual Switching System (VSS)

> Refer to BRKARC-3035

- Instant Access (I1A)
> Referto BRKARC-3502

Visit our C6800 VSS & Instant Access
Demo Booth in the World of Solutions!

Try our VSS & IA Hands-On Lab

> Visit LTRCRS-2004

Cisco II’V&/
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Why Is this session important?

Catalyst 6800 is an Architectural Foundation for Next Generation Campus

Increased Port Speeds — To support the advent of next-generation integrated
Wireless (e.g. 802.11ac) and integrated HD Video Conferencing.

Increased Port Density — To support the increased number of directly-connected
hosts (including Wireless) and adjacent network devices.

Increased Fabric Speeds — To support the increased number of Speeds & Density

Improved Control-Plane - To support the increased number of directly-connected
hosts (e.g. ARP/ND) and adjacent network devices.

New Hardware Capabilities — To off-load traditional software (CPU) capabilities
(e.g. BFD & NDE), as well as to enable new features (e.g. FEX & AVB).

- Innovation with Investment Protection — To provide a support infrastructure that

continues to allow older technologies (software & hardware), while enabling new ones.

Cisco Ilbl/f/



Agenda

% Chassis & Power
C6807-XL
C6880-X
C6840-X

< Supervisor Architectures
< Module Architectures

» L2 Packet Forwarding

< L3 Packet Forwarding

» NetFlow & NDE

< Access Control Lists

» Packet Walks
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‘Catalyst 6807-XL

For Your

. ; For Your
Modular Chassis Overview ¢/ Information

7 Slots ' Up to 880G/Slot capable

B T S
s - , T :i E — @ Catalyst 6000 DNA

Next-Generation .

Investment Protection
ASIC Ready

— ———=) o Compatible with Sup2T,
| . o ol & [ D & 6700, 6800, 6900 and
; - — P Latest Service Modules
Low-Power & Noise o <
High-Efficiency Fans Backwards compatible
backplane connectors

,,,,,,

Up to 4 (N+1)
3000 Watt PSU -
Redundancy

o 2 X220VAC
Power Inputs

Cisco Ilbl/f/



Catalyst 6807-XL

o Supervisor 2T
o Current Fabric Cards

o 6900, 6800 & 6700 (CFC or DFC4)’
o Current Service Modules

o NAM-3, ASA-SM, WISM2, ACE-30
o 4 x 3000W AC Power Supplies
o 8 x Fabric Channels Per Slot

o 4 Channels to each Supervisor
o Upto 220G with Sup2T in Active / Standby

o NEW Supervisors & Cards
o Each Channel can operate @ 110Gbps!

Cisco [lVf/

BRKARC-3465

NO support for Sup720!

Supervisor Engine

VS-S2T-10G-XL

Line Cards
WS-X6904-40G-2T
WS-X6824-SFP-2T *
WS-X6848-TX-2T *
WS-X6816-10G-2T
WS-X6716-10T *
WS-X6724-SFP *

WS-X6748-GE-TX *
Service Modules

WS-SVC-NAM-3
WS-SVC-WISM2-K9

© 2015 Cisco and/or its affiliates. All rights reserved. Cisco Public
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Catalyst 6807-XL:

Height
17.5in (10RU)

Depth
18.10in

Power Supplies

Width
17.36in

Cisco hv&/



Catalyst 6807-XL

" For Your
Mechanical View Q nformation
Fan Tray ===--- : Line Card
- Line Card
Extra FabriC ------ : Supervisor *
Connectors ____/|
. Supervisor
: Line Card
: Line Card
- Line Card
Power | e ‘ = =
Cisco {l Vf/ : \




Catalyst 6807-XL

Fan Redundancy & Air Flow

New
Locking
Mechanism
--------- ® Fan-Tray LEDs
Individual Fans 1 :
(3 columns of 3) : N P ® Fan-Tray Handle

Front-Service
Fan-Tray

Fan-Tray Highlights:

» Has 9 variable-speed High-Efficiency Fans (850 CFM)

* Supports 4 speeds between 3000 & 4500 RPM per Fan
« Capable of cooling Slots operating up to 800W per Slot
» Can still operate with up to 3 individual Fan failures

« Supports Fan-Tray “OIR” for minimum of 120 seconds

Air Flow:

Status

Solid

Description

Fan-Tray OK

Solid

Fan-Tray Fault

For Your
Information



Catalyst 6807-XL

PSU Redundancy & Inputs

Power Supply
Status LEDs

.o Dual Variable
Speed Fans

PSU Lock
& Ejector

Power Supply Highlights:

Max output is 3000W @ 220V (or 1300W @ 110V)
Up to 92% Power Efficiency @ 50-100% of load
Power Hold-up Time is ~20 msec @ 100% load
Dual “Front to Back” Variable-Speed Cooling Fans
Supports Combined or Redundant (N+1) mode

ﬂ For Your
C6800-XL-3KW-AC v Information

,,,,,

YR AC Input2
PSU 2 @-mererrrrmssssrrnmmsssrennmssanes FTTTT S TTTITTITIT ® AC Input 1

Color Status Description




Power Supply Redundancy @

Information
Catalyst 6807-XL

Catalyst 6807-XL Can Utilize Four Power Supplies in Either Redundant or Combined Mode

Combined Mode

PSU3 PSU4

PSU1
+ Adds +1 to Total # of Redundant PSU « Same operational behavior as 6500-E
* First PSU operates @ 100% of capacity » Each PSU provides ~90% of capacity
« Each Additional PSU @ 90% (100+90*N), » The total system power is ~360% of the
with the +1 Redundant @ 0% capacity of a single PSU
* With 1+1, 2+1 & 3+1 redundancy: if one » Pseudo-redundant behavior, but this is
PSU fails, then the +1 PSU will take over not equivalent to 1:1 or N+1 redundancy.

» This mode is Recommended (Default) * This mode is NOT Recommended

if U



Agenda

% Chassis & Power
C6807-XL
C6880-X
C6840-X

< Supervisor Architectures
» Module Architectures

<+ L2 Packet Forwarding

<+ L3 Packet Forwarding

*» NetFlow & NDE

< Access Control Lists

» Packet Walks

{ . /
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“Catalyst 6880-X oy

Information

Semi-Fixed Chassis Overview

5 RU
Catalyst 6000 o (4 Half Slots)
Feature Set ?

(e.g. MPLS/VPLS,
LISP, Multicast, IPv6,
CTS, VSS, FEX)

o Up to 220G/Slot
Backplane

B awas cves swas was Se GvR WD SV SIS B Swan ewen Cvas SwEN EwAS GHAR IS GES

:::::

Low-Power & Noise

High-Efficiency Fans Powerful X86

--------- + 2.0GHz CPU
Fixed RP Slot with () 0 & 4GB DRAM
Built-in 16P10G Up to 2M FIB

&----- Up to 5M Netflow
‘ Up to 256K ACL

3000W (AC/DC)

Power Supplies o 171 Redundant PS

(Front Serviceable)

Cisco Ilbl/f/ : ) )



Catalyst 6880-X

Environmental Overview

: Selectable
Hf,‘lg ht . In-Reach Depth
8.5” (5RU) 21.4"t0 11.7"

Depth
23.0”

WesPost Rack

Power Supplies ‘ Cﬁn Mount Kit

Flexible Mounting Brackets

Cisco {lrl/f/



Catalyst 6880-X @ Fivie

Mechanical View

Fan-Tray )

/427- 4 Modular Half-Slots

L

3 "
| Fixed e o g U5B _ _ }i"™  Slot 5: Fixed
Uplink Ports W& supervisor

Power Supplies ==-¢

Cisco {lbl/f/ s ’



Catalyst 6880-X air Flow: (@) et

Fan Redundancy & Air Flow Side to Side

Fan-Tray
Thumb-Screws

Individual | : —
Fans i
(1 column of 4) S .

Fan-Tray Highlights:

 Has 4 variable-speed High-Efficiency Fans (250 CFM) LED Color Status —

* Supports 4 speeds between 3000 & 4500 RPM per Fan FAN o Solid Fan-Tray OK

» Capable of cooling Slots operating up to 800W per Slot FAN o Solid Fan-Tray Fault
- Can still operate with up to 2 individual Fan failures D ® Solid Identifies Fan-Tray

» Supports Fan-Tray “OIR” for minimum of 120 seconds



Catalyst 6880-X

Power Supply ~

Status LEDs e G GRTIE ® AC Input

PSU Fans @---: . T ‘_ .‘ PSU Lock

& Ejector
5. ................ @ PSU Handle

Power Supply Highlights:

Max output is 3000W @ 220V (or 1300W @ 110V)
Up to 92% Power Efficiency @ 100% of load
Power Hold-Up Time is ~20 msec @ 100% load
Dual “Front to Back” Variable-Speed Cooling Fans
Supports Combined or Redundant (1:1) mode

C6880-X-3KW-AC (DC)

For Your
\\y Information

ccccc

AC
_or DC _

—

LED Color Status Description
IN () Solid Input OK
IN () Blinking Under-Current
ouT () Solid Output OK
ouT () Blinking Over-Current
Fault () Solid Malfunction
ID () Solid Identifies PSU




Power Supply Redundancy

Catalyst 6880-X

The Catalyst 6880-X Utilizes Two Power Supplies in Either Redundant or Combined Mode

ombined Mode

PSU 1

PSU 2

PSU 1 PSU 2

o

* Each PSU provides ~50% of power needs
* Neither PSU operates at >60% or <40% capacity
* Either PSU can power the system on its own

* This mode is Recommended (Default)

* Each PSU provides up to 90% of its capacity
* Total power available is 180% of a single supply
* A single PSU may not have power for the system

* This mode is NOT Recommended

For Your
Information



Agenda

% Chassis & Power
C6807-XL
C6880-X
» C6840-X

< Supervisor Architectures
» Module Architectures

< L2 Packet Forwarding

<+ L3 Packet Forwarding

< NetFlow & NDE

< Access Control Lists

» Packet Walks

Cisco (l '/f:/
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“Catalyst 6840-X Chassis T e

Information

High-Level Overview

Catalyst 6000 o

]

Feature Set i
(e.g. MPLS/VPLS, i
|

]

]

2 RU 4 Models with
(Fixed Ct:haSSIS) Low-Power & Noise ° up to 48 x 10G
High-Efficiency Fans and 12 x 40G

[ ]

LISP, Multicast, IPv6,
CTS, VSS, FEX)

W eZeZeZeZeZelelel s eZeeeeelelelel. oo o srerhTe o 0 0 000"
€15¢o ®

CATALYST C6840-X

C6840-X-LE

40 Port 10/1GOE aed

e

e o e --.-J EY £ BV e o

1
Up to 256K FIB i Powerful X86
1

1
1
1
2.0GHz CPU e i 750/1100W (AC/DC)
Up to 1.5M NetFlow &--- ! * Power Subplies
Up to 64K ACL e 4GB DRAM | PP
| _o Lt1RedundantPS

(Front Serviceable)

Cisco {lbl/f:/ :— f



Catalyst 6840-X NEW

Environmental Overview

Height

High Efficiency 3.5in (2RU)
4500 RPM
Redundant Fans

750/ 1100W
Power Supplies

c‘sco lW’ BRKARC-3465 © 2015 Cisco and/or its affiliates. All rights reserved. Cisco Public 25



Catalyst 6840-X @ Fivio

Mechanical View

Rear-Serviced Slot 1: Fixed

Fan-Tray Y Supervisor
i i
v :

5 7 9 11 13 15 17 19 21 23

- 9

leed 2 4 6 8 10 12 14 16 18 20 22 24 43-46 47-50

Up||nk 25 27 29 31 33 35 37 39
Ports

L]
Ll

26 28 30 32 34 36 38 40

Power Supplies

Cisco {lrl/f/



For Your
Information

CataIySt 6840')( Air Flow: Q

Fan Redundancy & Air Flow Front to Back

Fan-Tray
Thumb-Screws

Individual :
Fans ® Fan-Tray Handle .. Airflow
(2 set of 2) Intake Vents

Fan-Tray Highlights:

» Has 4 variable-speed High-Efficiency Fans (200 CFM)

» Supports 4 speeds between 3000 & 4500 RPM per Fan
« Capable of cooling of ALL 4 C6804-X chassis models

» Can still operate with up to 2 individual Fan failures

» Supports Fan-Tray “OIR” for minimum of 120 seconds




Catalyst 6840-X

PSU Redundancy & Inputs

PSU Fans e

Power Supply Pe . 2
Status LEDs y — e AC Input

PSU Lock
& Ejector

PSU Handle e

Power Supply Highlights:

 Two AC or DC models @ 110V: 750W or 1100W
Up to 92% Power Efficiency @ 100% of load
Power Hold-Up Time is ~20 msec @ 100% load
“Front to Back” Variable-Speed Cooling Fans
Supports Combined or Redundant (1:1) mode

' For Your
v Information

C6840-X-750W-AC (DC)
C6840-X-1110W-AC (DC)

Description

N | 0 | omme | umercon |

Color Status



Power Supply Redundancy

Catalyst 6840-X

The Catalyst 6840-X Utilizes Two Power Supplies in Either Redundant or Combined Mode

PSU 1

o

Combined Mode

PSU 1

PSU 2

» Each PSU provides ~50% of power needs
* Neither PSU operates at >60% or <40% capacity
* Either PSU can power the system on its own

* This mode is Recommended (Default)

* Each PSU provides up to 90% of its capacity
* Total power available is 180% of a single supply
* A single PSU may not have power for the system

* This mode is NOT Recommended

For Your
Information



Agenda

Chassis & Power

Supervisor Architectures
VS-S2T-10G

MSFC, PFC & Fabric

C6880-X

C6840-X

Module Architectures R —
L2 Packet Forwarding “ Tris sassse semses sessy
L3 Packet Forwarding
NetFlow & NDE
Access Control Lists
Packet Walks
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“Supervisor Engine 2T

Quick Facts

2Tbps
Switch Fabric PFC4 (XL)

Forwarding Engine

~
s
0
~
=

MSFC5

Control Plane
Processor

Integrated 2Tbps Switch Fabric

Policy Feature Card 4 (PFC4)
supporting L2 & L3+ hardware acceleration

Multilayer Switch Feature Card 5 (MSFC5)
with a single CPU for both L2 & L3

Two 10GE & Three 1GE Uplink Ports
Connectivity Management Processor (CMP)

Hardware support for L2, IPv4, IPv6,
Multicast, MPLS / VPLS, GRE, NAT,
VSS & Instant Access (FEX)




Supervisor 2T

Block Diagram Shared Bus Connector
Fabric Connector LocalBus & .
2Thps PFC4 (XL)
Switch Fabric Layer 3 Engine
Layer 2 Engine MAC

28 x 40G Fabric
Channels

Control Connectivity
Plane MGMT

1GE FDX

Processor Processor

Compact Serial Front
Flash Port Panel

BRKARC-3465 © 2015 Cisco and/or its affiliates. All rights reserved. Cisco Public 32



Supervisor Chassis Requirements @

Information

Supervisor 720-10G Supervisor 2T

6500 (Non-E) 6500-E E-Fan cannot be used in non-E
6500-E 6807-XL Series Chassis
E-Fan for E-Series E-Fan for E-Series Fan2 cannot be used in E-Series
Fan Trays )
Fan2 for Non-E Series 6807-XL Fan-Tray

With Sup720 and 6513-E, the fabric
2500W AC / DC or greater channel distribution is the same as
with Supervisor 720 and 6513.

Power

Supplies

6503-E: 1 and 2

6504-E: Land 2 With Sup2T and 6513-E or 6807-XL,
Supervisor 6506-E : 5and 6 only Supervisors (or Service Modules)
Slots 6509-E : 5 and 6 are allowed in the Supervisor Slots

6513-E: 7and 8
6807-XL : 3and 4




Agenda

Chassis & Power

Supervisor Architectures
VS-S2T-10G

MSFC, PFC & Fabric

C6880-X

C6840-X

Module Architectures R —
L2 Packet Forwarding “ Tris sassse semses sessy
L3 Packet Forwarding
NetFlow & NDE
Access Control Lists
Packet Walks
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-uItiIayer Switch Feature Card

MSFCS5 Introduction

« Single Dual-Core Processor

« Combines functionalities of the
Switch Processor (SP) and the
Route Processor (RP)

1.5Ghz CPU Performance

« 2GB or 4GB DDR2 DRAM

« Single Bootdisk: File System

« Connectivity Management Processor
(CMP)

* On-Board Failure Logging (OBFL)
* Mini Protocol Analyzer (MPA)

Cisco Ilbl/f/ 5 i



Multilayer Switch Feature Card 5

Block Diagram
R

Control Plane Romor
CPU 1.5 GHz /0 ASIC 32 MB

To Base-Board

Ethernet
Out of Band Channel
100 Mbps HDX

A

CMP 256 MB

n
>
n
n
>

MHz

A
y

\ 4 \ 4
Bootdisk > MUX
v I
Compact Console RJ45 CMP RJ45 USB 2.0
Front Panel Flash gl gl HOSt

Serial 10/100/100 Type A
Auto-MDI Type B

BRKARC-3465 © 2015 Cisco and/or its affiliates. All rights reserved. Cisco Public 36



Multilayer Switch Feature Card 5

Connectivity Management Processor

The new Connectivity Management Processor (CMP) supports out-of-band
control of the system, completely independent of the RP CPU status...

, CI5COo

108

ORI

RP Image Recovery
- TFTP boot of the system
RP File Transfer
- Image copy via TFTP
Remote RP Reset
- Hard or Soft reset
RP Console Logging
USB Support
- Booting via approved USB flash
- USB Serial Console Port access

Removes the need for a separate
Telnet Server for console access

\?

For Your
Information



MSFC3 vs. MSFC5

Feature

MSFC3 (Supervisor 720-10G)

MSFC5 (Supervisor 2T)

o

CPU Speed

SP CPU - 600Mhz
RP CPU — 600Mhz

Dual Core @ 1.5Ghz

Number of CPU cores

1

2

DRAM

SP CPU - Upto 1GB
RP CPU - Up to 1GB

2GB (default)
(4GB upgrade)

Connectivity

Single core @ 266Mhz

Management No 32MB Boot Flash
Processor (CMP) 256MB System Memory
NVRAM 2MB 4MB
OBFL Flash No 4MB

SP CPU - 1GB (CF
Bootflash / Bootdisk (CF) 1GB (CF)

RP CPU — 64MB (flash)

For Your
Information



MSFC = Multilayer Switch Feature Card

The “Software” Control Plane for the System, where IOS runs...

A S S S S N {3{“ ) ( 0 R N W W W W
A o 5 W W L W



.Qlicy Feature Card 4

PFC4 Introduction Also applies to DFC4

* Increased Hardware Performance
= Up to 60Mpps L2/L3 Forwarding
= New IFE / OFE Lookup Process
* Increased Hardware Scalability
= 256K or 1M FIB TCAM Entries
= 128K MAC Address CAM Entries
= 64K or 256K Security & QoS ACL Entries
= 512K or 1M Flexible NetFlow (FNF) Entries
= 16K Virtual Routing & Forwarding (VRF) Instances
= 16K Bridge Domains & 128K Logical Interfaces
= New & Enhanced Feature Capabilities
= SGT & MACSEC for Cisco Trustsec (CTS)
= L2+ L3+ L4 Access Control List (ACL) Support
= |Pv4 & IPv6 RPF check for up to 16 Paths

= Improved 8-bit EtherChannel Load-Balancing

Cisco I(Vf/ | 5 i \



Policy Feature Card 4

Block Diagram

I 1
Contains CEF IPV4, IPV6 Contains location of
prefixes & MPLS entries flow in Netflow Table
B A iile A
. " Contains several key
Contains Layer 2 rewrite
information & pointers AQ ~ he Lo dDI€E packet fields for flow
- Collection of NF
Collection of ADJ =\Vi= etflo a statistics for each
statlstl_cs for each A . active flow
active flow C c
U al' U U ap 1abl€e Contains Logical
0 - Interface Mapping info
g eptio able ——
Contains table of ap abl€ Table of Src-Port info for
Exception cases Multicast & uRPF
& action to take
a ation A a ation A
able # dple #
Contains the Ingress Contains the Egress
ACL entries (128K) Gontains the actual LIF. ACL entries (128K)
128K CAM contains Database entries
MAC address table
CAM Table = aDI€
CA
A a
O orwarding gINE
Collection of ACL “hit” t Contains per-LIF
statistics & other info
Fabric ASIC

Usage statistics
Bus Backplane

AU




Policy Feature Card 4

EARLS IFE / OFE Processing

The L3 Forwarding Engine ASIC has 2 processing pipelines @ 60Mpps:
1. Input Forwarding Engine (IFE)
2. Output Forwarding Engine (OFE)

STEP 1 - As each Header enters the L3 ASIC, the “IFE” pipeline performs an L3 Lookup and Ingress Security, QoS & Netflow processing
STEP 2 - The Header is merged with IFE result and passed to the “OFE” pipeline, which does Egress Security, QoS & Netflow processing

1: Ingress 3: DST L3 4: Ingress
Head
== ) — - &S - &8

IFE Process
OFE Process

Headers 8: Rewrite 7: Egress 5: Egress
G ) (< < . — ()

Cisco {lbl/f/




PFC4/DFC4 Lookup Process @

_ Information
IFE Processing

Architecturally, the PFC/DFC4 is very similar to the PFC/DFC3
What’s new is the dual-cycle Input (IFE) and Output (OFE) Processing

Here we perform the Input Forwarding Engine (IFE) pass...

Packet Header

IFE process:

IF: Get Port & Ingress LIF QoS info
RP: Src FIB and Src QoS Lookup
CL1: Ingress ACL Lookup

CL2: Select Ingress Class & Policy

NF: Ingress NetFlow lookup
L.3: Dst FIB and Dst QoS Lookup

N g M Wb PF

B L2 Engine]
Cisco [lVf/ 5 ! A

PL: Apply Ingress Policing & Marking




PFC4/DFC4 Lookup Process (¢ Jitt

OFE Processing

Architecturally, the PFC/DFC4 is very similar to the PFC/DFC3
What’s new is the dual-cycle Input (IFE) and Output (OFE) Processing

Here we perform the Output Forwarding Engine (OFE) pass...

OFE process:
RBUS Result
: Get Egress LIF QoS info

Egress ACL TCAM lookup
Select Egress Policy & Class

1
2
3
4. Select NF Egress Policy & Class
5 Apply Egress Policing & Marking
6

Generate final RBUS result

ML Engine]
Cisco [lVf/ 5 ;




PFC3 vs. PFC4

Feature PFC3B/BXL PFC3C/CXL PFC4/XL
IPv4 Forwarding Up to 30Mpps Up to 48Mpps Up to 60Mpps
IPv6 Forwarding Up to 15Mpps Up to 24Mpps Up to 30Mpps
FIB TCAM IPv4 256K /1M 256K /1M 256K /1M
FIB TCAM IPv6 128K / 500K 128K / 500K 128K / 500K
Adjacency Table ™ M 1M

Up to 256K (XL Up to 256K (XL Up to 1M (XL
Netflow Table p - p - (Ingress 5p1 2K: Eg(;res)s 512K)
MAC Table 64K (32K) 96K (80K) 128K
Egress Netflow No No Yes
Flexible Netflow No No Yes
MPLSoGRE No No Yes
IPv6 uRPF No No Yes

\?

For Your
Information



PFC3 vs. PFC4

Feature PFC3B/BXL PFC3C/CXL PFC4/XL

ACL Labels 4K 4K 16K
Security ACEs Up to 32K Up to 32K Up to 192K (XL Default)
QoS ACEs Up to 32K Up to 32K Up to 64K (XL Default)
Port ACLs 2K 2K 8K
Aggregate Policers 1023 1023 6K

Shared Microflow Policers 63 63 512

Egress Microflow Policing No No Yes
Distributed Policers No No Yes

Packet or Byte Based Policing No No Yes

RPF Interfaces 2 2 16

Native VPLS No No Yes

VSS No Yes Yes

\?

For Your
Information



PFC = Policy Feature Card

The “Hardware” Control Plane, based on information learned by MSFC...
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21 Switch Fabric

Introduction

* Integrated 2Thps Switch Fabric
« 28 Channels to support 6513-E & 6807-XL
« Dual Queues (Lo & Hi) per Fabric Channel

« Redundant Channel to Standby Fabric for
faster traffic convergence, during an SSO...

* Provides Backplane Interconnects

» Multiple Fabric Channels are distributed to each Slot

« Each Fabric Channel can independently operate at
20Gb/sec or 40Gb/sec*

* Mixing of 6800 & 6900 (20G & 40G) modules does not
affect speeds of other modules

Cisco {lbl/f/ 5 i



Crossbar Switch Fabric

More Details

The Catalyst 6500 & 6800 series eliminated the earlier Bus-based
limits by creating a new “Crossbar” Switch Fabric for its backplane.

A Crossbar Architecture is essentially 2N busses (where N is the number
of ASICs connected to the Switch Fabric) connected by N*N cross-points.

~No ok wWwN - O

'[VL’/ 01 2 3 45 6 7
c‘sco l ’ BRKARC-3465 © 2015 Cisco and/or its affiliates. All rights reserved. Cisco Public 49



Crossbar Switch Fabric Q For Your
More Details
This allows multiple LC’s to transmit and receive data simultaneously

A scheduler is responsible for selecting which LCs transmit and which
LCs receive data, during any given fabric cycle.

This can be viewed as (1 or more) dedicated Fabric channels to each LC

0 bl Per Channel bandwidth is defined by 2 factors:
; _J Clock Speed (in Hz) defines the maximum BPS
3 Line Encoding (e.g. 8/10b) defines usable bits
:
‘; ' Per Slot bandwidth can increase with multiple
1 | Fabric Channels:
012 3 4 5 6 7

X bps * Y channels = Z bandwidth

Cisco Ilbl/f/ . 5 ’



Crossbar Switch Fabric

Logical Architecture

Service Module

Next Gen

-
c‘sco ’ BRKARC-3465 © 2015 Cisco and/or its affiliates. All rights reserved. Cisco Public 51



2T Switch Fabric

Block Diagram

Input port 1

RX Buffer

From
Line Card
Fabric ASIC

Lo Queue

I

=—>

Low Priority
Fabric

- For Your
\ Information

Lo Queue

S —

Hi Queue

—

Hi Queue

Input port 28

RX Buffer

From
Line Card
Fabric ASIC

Hi Queue

Fabric

High Priority

Output port 28

TX Buffer

To Line Card
Fabric ASIC

Lo Queue

Hi Queue

Output port 1

TX Buffer

To Line Card
Fabric ASIC

BRKARC-3465

© 2015 Cisco and/or its affiliates. All rights reserved. Cisco Public 52



2T Switch Fabric O =

Y/ Information
High Availability =

- When using a VS-S2T-10G with a redundant Supervisor, two (2) fabric
channels * are connected "back to back"

- Standby Supervisor uplink connection to Active Supervisor
- Active Supervisor bus connection to Standby Supervisor

- The Standby Supervisor is in DFC Mode, with its Bus connection disabled

« The redundant Standby Supervisor enables it's redundant channels to dCEF2T
(e.g. WS-X6908-10GE and WS-X6904-40GE) modules for ~50ms failover...

Line Card

* “Back-to-Back”
Fabric Channels, for
sub-second (~50ms)

SSO switchover

Line Card Stand_by
[ Slot 13 ‘ Supervisor
Cisco [lvg’ BRKARC-3465 © 2015 Cisco and/or its affiliates. All rights reserved. Cisco Public 53




720G vs 2T Fabric

Q@

=

For Your
Information

Fabric Priority (QoS)

Hi / Lo Priority

Hi / Lo Priority

Number of Channels 18 20* 28
Aggregate Bandwidth 720 Gbps 720 Gbps 2 Tbps
Channel Speeds (bps) 8G /20G 8G /20G 20G / 40G
Fabric Redundancy Yes Yes Yes
SSO Fabric Hot Synch No Yes* Yes
Redundant Channels No No Yes

Single Fabric Single Fabric Hi Priority Fabric

Lo Priority Fabric

Clear Block Support

Yes

Yes

Yes

Switching Modes
(DBUS Header Size)

Bus, Truncated, Compact

Bus, Truncated, Compact

Truncated, Compact

Requires E-Series

No

No*

Yes

Cisco h’l/f:/



Switch Fabric = Data Plane

A dedicated set of Crossbar Channels that interconnect All Cards...

S i W | (-
A i foReEf.

I W W . W ¥
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Catalyst 6807-XL

Fabric Channel Distribution

<«——p Current Fabric Channels

Y YY)
\AAAA

<+—> Sup (HA) Fabric Channels

< » Extra Fabric Channels
(for future use)

AALA
\AAAA

Each “Fabric Channel”
uses 8 SerDes Lanes

AAAL
\AAA

Active

Each “Channel” can
use any of the following
Clock Frequencies:

* 3.13 GHz for 20 Gbps
* 6.25 GHz for 40 Gbps
* 7.50 GHz for 55 Ghps
e 15.0 GHz for 110 Gbhps

Y Y ¥
YYyYvvw

Fabric

AAAA
vyYvw

AAAA
\AAAA

AAA

AAAA




CataIySt 6807'XL Supports

. up to 220G
How Supervisor 2T operates per slot

Shared Bus Connector ]

. . Fabric Connector
Supervisor Engine 2T: ; =
» Using the same XBAR Fabric ASIC -~ PFC4 (XL)
- Bus
« Supports 1 to 4 channels (per Slot) o . Roptcation | W e
* Increased per Channel bandwidth : anne Fabric
Intf 0
« New Clock Frequencies (7.5Ghz = 55G) S e
MSFC5
* New Line Encodings (24/26b or 64/66b
° ( ) Control 1G Inband Port ASIC 0 '—I L Port ASIC 1
» Applicable only to the Next-Gen Cards | DRAM | Plane
Processor

* NO changes to the MSFC5 or PFC4
 Local Channel for Uplinks @ 20Gbps

C|SCO lW’ BRKARC-3465 © 2015 Cisco and/or its affiliates. All rights reserved. Cisco Public 57



Agenda

Chassis & Power

Supervisor Architectures
VS-S2T-10G

MSFC, PFC & Fabric

C6880-X

C6840-X

Module Architectures
L2 Packet Forwarding
L3 Packet Forwarding
NetFlow & NDE
Access Control Lists
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Catalyst 6880-X

Base Board & System Controller

System
Base Board

Forwarding
Daughter Board

Two HW Options 6880-X-LE 6880-X
IPv4 Routes 256K 2M 16 x SFP+ Ports:
IPv6 Routes 128K M VSS, IA (FEX),
Multicast Routes 64K 128K LISP, MPLS, HQoS,
MAf: Addresses. 128K 128K MACSEC, SGT,* USB Host (Type A)
Security ACL Entries 128K 128K 1588 PTP & AVB
: . USB Console (Type B)
QoS ACL Entries 64K 256K available on Every Port
. . RJ-45 Console and
Flexible NetFlow Entries 512K 1M

Management Ports

Enhanced Control-Plane Scale with new X86 2GHz Dual Core CPU



Catalyst 6880-X:

Fixed Supervisor Design

\

U4

To Backplane
(20x Ports)

Chassis
Mgmt. I/F
(12C)

Boot
Flash

DDR3
2GB

RAM
4MB

Keystore

eUSB

RP
\ Complex

S

/4
I
|
|
|
|
|
|
|
|
|
|
|
BN RTC
|
|
|
|
|
|
|
|
|
|
|
|
|
|
\

Forwarding
Engine

lle} 3
FPGA 1x GE Inband

1x GE Inband

8x 6.25G

3 Main Components:
« RP Complex
« Baseboard
. Switch Fabric

ey p——— p——— 8x SFP+ (1G/10G)




Catalyst 6880-X

Fixed Supervisor - RP Complex

Chassis
Mgmt. I/F

Essentially the same as MSFC5!

* New 2.0Ghz X86 Dual Core CPU

2 or 4GB of DDR3 ECC SDRAM

« CMP replaced with direct RJ45 (MgmtO)

* Support for USB Type A File System

» Support for USB Type B Serial Console

» Bootdisk Flash replaced with eUSB

e New Switched EOBC Interface




Catalyst 6880-X:

Fabric Channel Distribution

<«—» Current Fabric Channels

<«—p Extra Fabric Channels
(for future use)

Each “Fabric Channel”
uses 8 SerDes Lanes

Switch
Fabric

Each “Channel” can
use any of the following
Clock Frequencies:

6.25 GHz for 40 Gbps
7.50 GHz for 55 Gbps

, / Baseboard ‘
c‘sco [lWI BRKARC-3465 © 2015 Cisco and/or its affiliates. All rights reserved. Cisco Public 62



Satalyst 6880-X

Fixed Supervisor — Baseboard 16 x SFP+ Ports

FIRE = Fabric Interface & Replication Engine

Essentially same as Sup2T + 6904-40G
« 16 ports of 1/10G SFP+

2 x 8 SFP+ Port-Groups

« Enhanced DFC4-E Forwarding Engine

1
3l
i  80Gbps to Switch Fabric (2 Modes)
Performance (8P @ 1:1)
Oversubscribe (16P @ 2:1)

* Improved 40Gbps Fabric/Replication ASIC
* New 40Gbps Port Interface MUX FPGA
* RLDRAM Packet Buffers on MUX & Port ASIC

1.25 or 2.5MB RX per Port (10MB per Port ASIC)

1% GE Inband

8x 6.25G6
1x GE Inband

. | PORT
PCle ASIC

24 or 48MB TX per Port (192MB per MUX FPGA)

iff U

8x SFP+ (1G/10G) 8x SFP+ (1G/10G)



Agenda

Chassis & Power

Supervisor Architectures
VS-S2T-10G

MSFC, PFC & Fabric

C6880-X

C6840-X

Module Architectures
L2 Packet Forwarding
L3 Packet Forwarding
NetFlow & NDE
Access Control Lists
Packet Walks

)
0‘0

0‘0

® 0, ® 0,
%% °n %% °

0‘0

%

0‘0

)
0’0

%

>

D)

0’0
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Catalyst 6840-X Series

Fixed Chassis Portfolio

Native Optics
# of 10G Ports

# of 40G Ports

IPv4 / v6 Routes
Multicast Routes
MPLS Labels
MAC Addresses
Security ACL
QoS ACL
Flexible NetFlow

C6816-X-LE

C6832-X-LE

C6824-X-LE-40G

» C6840-X-LE-40G

SFP/SFP+
16

4 using reverse adapter
256K / 128K

128K / 64K

256K

128K

64K (Shared)

64K (Shared)

512K

SFP/SFP+
32

8 using reverse adapter
256K / 128K

128K / 64K

256K

128K

64K (Shared)

64K (Shared)

1M

SFP/SFP+ and QSFP
24 +
8 using breakout cable

2+
6 using reverse adapter

256K / 128K
128K / 64K
256K

128K

64K (Shared)
64K (Shared)
M

3]

SFP/SFP+ and QSFP

40 +
8 using breakout cable

2+
10 using reverse adapter

256K / 128K
128K / 64K
256K

128K

64K (Shared)
64K (Shared)
1.5M



Catalyst 6840-X: NEW

Fixed Chassis Design

5 T N N . F T N
~\ To Backplane
(20x Ports)

\

p2 To Backplane

3
Y 4 4
— :
[ ] /
Chassis 4
Mgmt. I/F
(12C)

Boot

Flash Forwarding

Engine

DDR3
2GB

e

1x GE Inband

RAM lle} 3
4MB FPGA 1x GE Inband

8x 6.25G

3 Main Components:

Keystore

\-—-——————————————h—————————

eUSB | e RP Complex
- o - Baseboard
 RP 8% 8% EE g i | |
. Compl g : 5 ) .
v 8 5/t -] Switch Fabric
D ————_ |\8xSFP+(1Gf10G) 8x SFP+ (1G/10G)



Catalyst 6840-X NEW

Fixed Chassis - RP Complex

Chassis
Mgmt. I/F

Essentially the same as C6880-X RP

e 2.0Ghz X86 Dual Core CPU

2 or 4GB of DDR3 ECC SDRAM

« CMP replaced with direct RJ45 (MgmtO)

* Support for USB Type A File System

» Support for USB Type B Serial Console

» Bootdisk Flash replaced with eUSB

e New Switched EOBC Interface




Catalyst 6840-X: NEW

Fabric Channel Distribution

<«—p Fabric Channels

Switch Each “Fabric Channel”
Fabric f

uses 8 SerDes Lanes

Each “Channel” uses
the following Clock
Frequency:

* 6.25 GHz for 40 Gbps

Cisco [lVf/ 5 ! S



Satalyst 6840-X

C6816-X-LE — 16 x SFP+ Ports

FIRE = Fabric Interface & Replication Engine

_____________________________ - Essentially same as 6880-X Baseboard
Local Fabric ASIC 1
A « 16 ports of 1/10G SFP+

2 x 8 SFP+ Port-Groups

pm——

2x20G 2x20G |

« Enhanced DFC4-E Forwarding Engine

 80Gbps to Switch Fabric (2 Modes)

\

|

|

|

: Performance (8P @ 1:1)

: *  Oversubscribe (16P @ 2:1)
|

|

|

!

* New 40Gbps Fabric & Replication ASIC
« Combines FIRE ASIC & MUX FPGA of 6880-X
« DDRS3 Packet Buffers on FIRE & Port ASIC

« 1.250r 2.5MB RX per Port (10MB per Port ASIC)
250 or 500MB TX per Port (2GB per FIRE ASIC)

Cisco [lVf/ . 5 .



'atalyst 6840-X

C6832-X-LE — 32 X SFP+ Ports

FIRE = Fabric Interface & Replication Engine

Local Fabric ASIC

|
fem
| =

Cisco {lbl/f/

Essentially same as 6880-X Baseboard

16 ports of 1/10G SFP+

2 x 8 SFP+ Port-Groups
2 x DFC4-E Forwarding Engines

80Gbps to Switch Fabric (2 Modes)

Performance (8P @ 1:1)
Oversubscribe (16P @ 2:1)

New 40Gbps Fabric & Replication ASIC
Combines FIRE ASIC & MUX FPGA of 6880-X

DDR3 Packet Buffers on FIRE ASIC
250 0r 500MB TX per Port (2GB per FIRE ASIC)



'atalyst 6840-X

C6824-X-LE-40G — 24 x SFP+ & 2 X QSFP

FIRE = Fabric Interface & Replication Engine

Essentially same as 6880-X Baseboard
* 24 ports of 1/10G SFP+, 2 ports of 40G QSFP

3 x 8 SFP+ Port-Groups, 1 x 2 QSFP Port-Group

Local Fabric ASIC

{ e
= |

|

« 2 x DFC4-E Forwarding Engines

 80Gbps to Switch Fabric (2 Modes)

Performance (8P @ 1:1)
Oversubscribe (16P @ 2:1)

*  New 40Gbps Fabric/Replication ASIC
* Combines FIRE ASIC & MUX FPGA of 6880-X

 DDRS3 Packet Buffers on FIRE ASIC
250 0r 500MB TX per Port (2GB per FIRE ASIC)

Cisco {lbl/f/ i




catalyst 6840-X

C6840-X-LE-40G — 40 x SFP+ & 2 X QSFP

FIRE = Fabric Interface & Replication Engine

OB RIS Essentially same as 6880-X Baseboard
* 40 ports of 1/10G SFP+, 2 ports of 40G QSFP

4 x 8 SFP+ Port-Groups, 1 x 2 QSFP Port-Group
« 3 x DFC4-E Forwarding Engines

80Gbps to Switch Fabric (2 Modes)
Performance (8P @ 1:1)
Oversubscribe (16P @ 2:1)

*  New 40Gbps Fabric/Replication ASIC
* Combines FIRE ASIC & MUX FPGA of 6880-X

 DDRS3 Packet Buffers on FIRE ASIC
250 0r 500MB TX per Port (2GB per FIRE ASIC)

Cisco [lVf/ | A 5 .
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atalyst 6500-E & 6807-XL Line Cards

6700 & 6800 Series 6900 Series

with CFC or DFC4 with DFC4

oy 1
New C6800 1G Series New C6800 10G Series
with DFC4 with DFC4

Cisco {(Vf:/ : f



6700 Series (with CFC) Q.

FIRE = Fabric Interface & Replication Engine

Supervisor Switch Fabric The 6700 modules
connect to the BUS

using a Centralized
20G 20G Forwarding Card (CFC)

They connect to the

Switch Fabric via Dual
20G Fabric channels

FIRE ASIC FIRE ASIC

NOTE: The DBUS is
NOT used. Its ONLY
for control traffic

Linecard

Cisco h’l/&/



Centralized Forwarding Card (CFC) Q@ il

The Centralized Forwarding Card (CFC) provides BUS connectivity
for centralized (PFC-based) forwarding lookups ONLY...

The CFC comes on
legacy 6700 modules to
provide connection to the
DBUS & RBUS

All L2 /L3 Forwarding
“decisions” are made by
the PFC and “results” are

returned on the RBUS

Actual DATA Forwarding
Is via the Switch Fabric...




CFC Centralized Forwarding Card

CFC connects to DBUS/RBUS, so the PFC can perform Forwarding Lookup

ss'b.o.l l
ﬂ)ﬁﬁ{ L N W W W W W

/]
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67,00 & 6800 Series (with DFC) @ .

FIRE = Fabric Interface & Replication Engine

Supervisor Switch Fabric The 6700 Series
supports a Distributed
20G 20G Forwarding Card (DFC)

The 6800 Series use

preinstalled Distributed

FIRE ASIC Forwarding Card 4

FIRE ASIC

They connect to the
Switch Fabric via
Dual 20G Channels

Linecard

Cisco h’l/&/



Distributed Forwarding Card 3

The DFC3 is an option for 6500 & 6700 Series, and pre-installed on 6708 & 6716 Cards

The DFC3 stores a local copy of the L2/L3+ forwarding info, as well as Netflow, Security & QoS ACL’s

The DFC3 supports forwarding Of the DEC3
rates up togz\ilgeks are supported...

. | '€ DFC3 offloads forward lookup ~N\  DFC3A
== work from the PFC, increasing S . DEC3B (3BXL)

~ performance & reducing latency 'J DFC3C (3CXL)




Distributed Forwarding Card 4

The DFC4 is an option for 6700 Series, and is pre-installed on 6800 & 6900 Series

Each DFC4 stores a Local Copy of the L2/L3+ forwarding info, as well as NetFlow, Security & QoS ACL’s

The D& supports local _ of the DFC4

forwarding rates up to{&el%Ie)eks are supported:

Bl 1. DFC4 includes same IFE/OFE el ° DFC4-A(XL)for 1G
} capabilities & increased table sizes  DFC4-E (XL) for 10G+




DFC = Distributed Forwarding Card

DFC enables Local (Distributed) Forwarding Lookup on each Line Card

ss'b.o.l l
ﬂ)ﬁﬁ{ L N W W W W W
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Catalyst 6500/6800 Modules

Information
DFC3/4 interoperability with PFC3/4
L

PFC3A PFC3B PFC3BXL PFC3C PFC3CXL PFC4 PFC4XL
X X

DEC3A Operate as Operateas Operateas Operate as
PFC3A PFC3A PFC3A PFC3A

Operate as  Operate as  Operate as

Operate as
Operate as Operate as
DFC3BXL PFC3B and X X
Operate as X X
DFC3C Operaleas  prcaB and e e
DFC3B
Operate as Operateas  Operate as
DFCSCXL - DFC3B  DFC3BXL  DFC3C X X

Operates as

Operates as
DFC4XL X X X X X DECA -



WS-X6704-10G g SINCEN

6700 Series Line Cards

*4 ports 10G Xenpak - 16MB Packet Buffers per port

*Supports CFC or DFC4-A * Egress Multicast Replication

. Up to 60|\/|ppS with DEC installed  Supports Strict I_3r|or|ty gqueue on TX
: . * Supports 2 receive queues per port

*2 X 20G Channels to Switch Fabric + Supports 8 transmit queues per port

sConnection to the Shared Bus « Supports Weighted Round Robin




WS-X6748-GETX and 6848-TX @ Fivie

=

*48 ports 10/100/21000M RJ45 « 1.2Mb Packet Buffers per port

* Supports CFC or DFC4-A » Egress Multicast Replication

*Up to 60Mpps with DFC installed » Supports Strict Priority queue on TX
» Supports 2 receive queues per port

* Connection to the Shared Bus » Supports 4 transmit queues per port

» Supports Weighted Round Robin

Cisco {l’l/fp/



WS-X6748-SFP and 6848-SFP @ Fivie

=

*48 ports 1G SFP « 1.2Mb Packet Buffers per port
* Supports CFC or DFC4-A  Egress Multicast Replication
*Up to 60Mpps with DFC installed » Supports Strict Priority queue on TX

» Supports 2 receive queues per port
» Supports 4 transmit queues per port
» Supports Weighted Round Robin

Cisco I(pr/



WS-X6716-10G and 6816-10G @ Fivie

=

*16 ports 10GE (X2) in MUX mode « Up to 256MB Packet Buffers per-port

* 4 Programmable “port-groups” in 2 modes * Egress Multicast Replication

* Requires integrated DFC4-E * Supports Strict Priority Queue on TX

* Up to 60Mpps with DFC installed « Supports 2 receive queues per port
 Supports 8 transmit queues per port

« VSL support on 4 ports in Transparent mode  Supports Weighted Round Robin &

Shaped Round Robin

..........

Cisco I(‘/ﬁ/



WS-X6716-10T and 6816-10T @ oo

«16 ports 10GE (RJ45) in MUX mode « Up to 256MB Packet Buffers per-port

* 4 Programmable “port-groups” in 2 modes * Egress Multicast Replication

* Requires integrated DFC4-E * Supports Strict Priority Queue on TX

* Up to 60Mpps with DFC installed « Supports 2 receive queues per port
 Supports 8 transmit queues per port

* VSL support on 4 ports in Transparent mode  Supports Weighted Round Robin &

Shaped Round Robin

Cisco {lrl/fp/



WS-X6908-10G Q SINCEN

6900 Series Line Cards

*8 ports 10GE (X2 based) « Up to 256MB Packet Buffers per port

* Pre-Installed with DFC4-E » Egress Multicast Replication

* Up to 60Mpps with DFC installed  Supports Strict Priority Queue on TX

« 2 X 40G Channels to Switch Fabric * Supports 2 receive queues per port

* Supports Cisco TrustSec (CTS)  Supports 8 transmit queues per port
 L2/L3 Encryption on all ports  Supports Deficit Weighted Round Robin
 Supports VSL on all ports & Shaped Round Robin

X2-10G-SR/LR—EVR:-SFP10G
(OneX)

-
L0

Cisco {lrl/f/ -



000 Series Cards
WSIX69

For Your
_ Information

FIRE = Fabric Interface & Replication Engine

Supervisor

Switch: Fabric
T—

EOBC

40G

40G

FIRE
ASIC

PORT PORT
ASIC ASIC

Cisco h’l/&/

The 6900 Series use
preinstalled Distributed
Forwarding Card 4

They connect to the
Switch Fabric via
Dual 40G Channels

They come with a
Cisco Trust Security
(CTS) ASIC builtin



WS-X6904-40G Q SINCEN

*4 ports 40GE (CFP) « Up to 10MB Packet Buffers per 10G port

«16 ports 10GE (FourX & SFP+) + Up to 40MB Packet Buffers per 40G port

« Pre-Installed with DEC4-E  Egress Multicast Replication

- Up to 60Mpps with DFC installed » Supports Dual Strict Priority Queue on TX
» Supports 2 receive queues per port

- Supports Cisco TrustSec (CTS) « Supports 8 transmit queues per port

 Supports Deficit Weighted Round Robin
& Shaped Round Robin

* L2/L3 Encryption on all ports
» Supports VSL & IA on all ports

CFP-406-TR4  CFP-40G-SR4— CVR-4SFP10G

Cisco {(prl - . S (Fourx)



'200 Series Cards

For Your
Information

FIRE = Fabric Interface & Replication Engine

The 6900 Series supports pre-installed DFC4, Dual 40G Fabric channels and Built-In CTS ASIC...
Supervisor

EOBC

Fabric ASIC

Fabric Interface

Fabric Interface
ASIC

Fabric Interface
ASIC ASIC
----- i e

Replication ‘ Replication
. FPGA FPGA
Engine

Engine
s I II "\ s
1 PHY / CTS ASIC I 1

40 GCFP - Port 1

Fabric Interface
ASIC

Replication
Engine

Replication
Engine

PHY / CTS ASIC |i

40 G CFP - Port 2 p 40 G CFP - Port 3

Daughter Card

40 G CFP - Port 4

s s
F F
P P
6 7

s
F
P
1
1
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Information

atalyst 6500-E & 6807-XL @)

Hidﬁ Performance Integrated L4-L7 Service Modules

Integrate Wired & Accelerate & Balance
Wireless Management Application Performance

Next Generation Next Generation % @

Wireless Controller: WISM2 Load Balancer: ACE-30

20 Gbps

500 - 1000

15,000 per WISM2

Up to 500

alsN€lololsN  Performance
GIEoJ il Compression

<{0H00[oF Transactions per Second
Z3108  Virtual Context

4000 (VWA
Enhance Visibility, Deliver Robust,
Accelerate Troubleshooting Integrated, Streamlined Security
Next Generation Next Generation
Network Analysis: NAM3 Firewall & DPI: ASA-SM
Monitoring Performance [HRels]o System Performance

alsNeleo sl Performance per ASA-SM
ifoNolo[oNe[e[ol Concurrent Sessions
<{o[oje[e[ol Connections per Second
PAsl0f Security Contexts
iMolo[ol VLANs

Capture to External Disk [X€leJel

Performance Analytics [pistisMNINERIEln] o]

Hardware Filters & EIaZAANMSISSINIVIS
Packet Captures [leJag\/(e]slite]glqle]

w |||||



Network Analysis with NAM-3 @ "o

WS-SVC-NAM3-6G-K9

Backplane Connector
Memory (24 GB)

SAS Controller

Internal
Hard Disk
(600 GB SAS)

MiniSAS 1GE/ CPU 2 x X86
1588-Syne 2GHz (6 Core)

10GE-SFP+

Cisco {lrl/fp/ [ FCoE



Wireless Services with WISM-2 WLG GUITEeLS
WS-SVC-WISM2-K9

One device for converged Wireless and Wired Services
supporting next-generation wiring closet infrastructures...

Reduced Operational Costs

20G Fabric Channel

- Scalability i
1000 Access Points Dedicated 12-Core Dedicated 12-Core
15,000 Clients Control Processor

) Data Processor
- Central Maintenance

Troubleshooting
Simultaneous AP Upgrade
- Wireless Mobility
36,000 AP in Domain
Fast Roaming
- Performance
16+ Gbps Throughput

New Features
Wireless AVC
Flexible NetFlow
Bonjour Gateway Status.LEDs
NMSP Location Services -

Stateful AP_Failover with VSS - L Serial & USB
Console Ports

Cisco {lrl/f/ - - | oo




Firewall & VPN Services with ASA-SM NAT64,

WS-SVC-ASA-SM1-K9

Multi-Gigabit Fabric
- 20G Connection
- Virtualized interfaces

- Module-to-module

communications //‘ e
2 = ~

P
\'..‘

Dual-Crypto Accelerators
- Hardware Processing
- Accelerated Virtual Private Networking

- Unified-Communications Encryption

Cisco {lrl/fp/

Multiple Contexts (250)
+ High Capacity

« Memory for high session counts
+ 24 GB of memory

Security-Service Processors
+Multi-Services Capable
- Dedicated 64-bit multi-core-Processors

-_Future-proof Hardware
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C6800-48P-TX
Updated 1GE Line Cards 15.2(1)SY

« 48 ports of RJ45

» Single DFC4 for 60Mpps
* Integrated DFC-4A (XL)

* Updated Port ASICs

» 1.5MB per Port Buffers

* New Hardware RFID

Cisco (M’/



'C6800-48P-TX

Block Diagram

Supervisor
20G

12 x 1G Ports per Port ASIC
* DFC4-A supports 48 x 1G Ports

20G

« Improved FIRE & Fabric ASICs Fabric | Fabric
ASIC T T ASIC

20G

20G

» 20Gbps per Fabric Channel
FIRE

FIRE
ASIC

» 20Gbps per FIRE ASIC ASIC
« 1.2:1 Oversubscribed @ Port ASIC ‘ 106

* New Port ASIC with more Buffers

« 1.5MB RX and 1.5MB TX
PHYl PHY PHYl PHYl PHY PHYl PHYl PHYl PHYl PHYl PHYl
EENpEEE EEEmENE EEEgEEEpEEEpEEEpEEEpEEN
05-08 09-12 17-20 21-24 25-28 @ 29-32 33-36 37-40 41-44 45-48

Cisco Ilbl/f/



C6800-48P-SFP

* 48 ports of SFP

 Single DFC4 for 60Mpps
* Integrated DFC-4A (XL)

» Updated Port ASICs

» 1.5MB per Port Buffers

* New Hardware RFID

Cisco hrl/fp/



'C6800-48P-SEP

Block Diagram

12 x 1G Ports per Port ASIC

Supervisor Swi

.

20G

* DFC4-A supports 48 x 1G Ports ‘ 206G

* Improved FIRE & Fabric ASICs

Fabric | Fabric
ASIC ! j ASIC
- 20Gbps per Fabric Channel 200 - 200
* 20Gbps per FIRE ASIC KS(E; ;ISRICE:
« 1.2:1 Oversubscribed @ Port ASIC ‘ 106

* New Port ASIC with more Buffers

Port

ASIC
« 1.5MB RX and 1.5MB TX

PHY | PHY | | PHY | PHY | PHY | PHY | PHY | PHY | PHY | PHY || PHY | | PHY |

o .. .. e HE . | A .. .. || | A | | B A | A A |
0oDD OoDbD OoDbD 0oDD 0oDD EVEN EVEN EVEN

01-07 09-15 17-23 33-39 41-47

EVEN EVEN EVEN
02-08 10-16 18-24 26-32 34-40 42-48

Cisco Ilbl/f/




C6800-32P10G 160G
New High Density Multi-Rate Line Cards per slot 2(1)

» 32 ports of SFP / SFP+

* Up to 8 Ports of QSFP”
» 160Gbps Capacity per Slot

* Dual DFC4 for 120Mpps

* Integrated DFC-4E (XL) x 2

» Support for 1 / 10GE and 40GE*
» 250 / 500MB Per Port TX Buffers

* New Integrated Hardware RFID
* VSL and IA capable on all ports

ve!
Cisco IIWI * with new CVR-4SFP-QSFP adapter cable 5 ‘f S



C6800-32P10G

Block Diagram

~abric: ASIC of Active: Sup i Fabric:ASIC of Standby. Sup
*4 x 8 SFP+ Port-Groups ‘ 40G_ | 40G Jf 40G | 40G
« DFC4-E supports 16 x SFP Ports S
2x20G 2x20G
* New FIRE & Fabric ASICs =4 N ]
 40Gbps per Fabric Channel :
* 40Gbps per FIRE ASIC

+ 2:1 Oversubscribed @ PORT ASIC ‘ A
» Performance Mode per Port-Group
» 1/10 or 40GE Mode per Port-Group*
» 1.25/2.5MB RX and 250/ 500MB TX

40G 40G

Port A Port ASIC

PHY |[ PHY ][ PHY ][ PHY PHY ][ PHY ][ PHY ][ PHY
EEEgEaE
SFP SFP
01-04 05-08

ve!
Cisco IIWI * with new CVR-4SFP-QSFP adapter cable 5 ‘f Y

Port ASIC Port A




C6800-16P10G

16 ports of SFP / SFP+
* Up to 4 Ports of QSFP”

» Single DFC4 for 60Mpps

* Integrated DFC-4E (XL)

» Support for 1 / 10GE and 40GE*
» 250 / 500MB Per Port TX Buffers
* New Integrated Hardware RFID
* VSL and IA capable on all ports

vl
Cisco Ilvel * with new CVR-4SFP-QSFP adapter cable



C6800-16P10G

Block Dlag ram FIRE = Fabric Interface & Replication Engine

|
~abric: ASIC of Active: Sup = Fabric:ASIC of Standby. Sup

« 2 x 8 SFP+ Port-Groups
* DFC4-E supports 16 x SFP Ports

2x20G 2x20G

* New FIRE & Fabric ASICs
=

* 40Gbps per Fabric Channel
* 40Gbps per FIRE ASIC
« 2:1 Oversubscribed @ Port ASIC ‘ A ' A

» Performance Mode per Port-Group
» 1/10 or 40GE Mode per Port-Group*
» 1.25/2.5MB RX and 250/ 500MB TX

40G 40G

.. A\ .. A

PHY [[ PHY PHY PHY
F+ & 3 EEE

SFP SFP

01-04 05-08

vl
C|sco [lWI *with new CVR-4SFP-QSFP adapter cable 5 Aff =¥




C6800-8P10G

Supported With
_ . . _ 15.2(1)SY
New High Density Multi-Rate Line Cards

* 8 ports of SFP / SFP+ R

« Up to 2 Ports of QSFP” """, o i ﬁ’
« 80Gbps Capacity per Slot

» Single DFC4 for 60Mpps

* Integrated DFC-4E (XL)

* 500MB Per Port TX Buffers

» Support for 1 / 10GE and 40GE*

* New Integrated Hardware RFID
* VSL and IA capable on all ports

ol
Cisco IlWI * with new CVR-4SFP-QSFP adapter cable 5 if



C6800-8P10G

Block Diagram

~abric: ASIC of Active: Sup i Fabric:ASIC of Standby. Sup
* 2 X 4 SFP+ Port-Groups |‘ 406§ 40G f 406§ 40G
« DFC4-E supports 8 x SFP Ports e
2x20G 2x20G

* New FIRE & Fabric ASICs
=

* 40Gbps per Fabric Channel
* 40Gbps per FIRE ASIC

+ Non Oversubscribed (1:1) ‘ A A

* No Need for Performance Mode
» 1/10 or 40GE Mode per Port-Group*
* 2.5MB RX and 500MB TX

40G 40G

.. A\ .. A

PHY PHY

vl
C|sc0 IIWI * with new CVR-4SFP-QSFP adapter cable B if =
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Catalyst 6880-X

16-port SFP+ Multi-Rate Port Card

Port Card Port Status
Status LED LED

| ‘ YA2D GYAE WA TR (SYAN Swan -619 cossox-160106 M4

Al

16 x 10/1G Ejector ____| Port Card
SFP Ports Lever ID LED

Port Card
Base Board

Forwarding Engine
Daughter Board

Two Versions Standard (LE) Large Tables

Port Speed & Type Number of Ports

FIB Table v4/v6 256K/128K 2M/1IM
NetFlow Table 512K 1M
Security ACL Table 64K 256K
Port Buffering 48MB / Port 48MB / Port

10/100/1000 Mb/s Copper 16 (GLC-T)
1 Gb/s Fiber 16 (SFP)
10 Gb/s Fiber 16 (SFP+)

40 Gb/s Fiber 4 (SFP-QSFP)

MacSec, FEX, VSS, LISP, SGT, 1588 Capable on Every Port




Catalyst 6880-X

C6880-X-16P10G Architecture

SO NN N N N N N N NN BN BN BN BN S B Ny,
¥

Backplane Interface

Fabric ASIC

2x 16G Up

y

v

Inband

Forwarding
Engine

M-

8x SFP+ (1G/10G)

A
nband
FPGA FPGA

8x6.25G

| PORT
Pcie|  ASIC

ann

8x SFP+ (1G/10G)

Same as Baseboard + 1.2Ghz LCP

16 ports of 1/10G SFP+

2 x8 SFP+ Port-Groups
Enhanced DFC4-E Forwarding Engine

80Gbps to Switch Fabric (2 Modes)

Performance (8P @ 1:1)
Oversubscribe (16P @ 2:1)

Improved 40Gbps Fabric/Replication ASIC
New 40Gbps Port Interface MUX FPGA
RLDRAM Packet Buffers on MUX & Port ASIC

e 1.250r 2.5MB RX per Port (10MB per Port ASIC)
s 24 or 48MB TX per Port (192MB per MUX FPGA)

if AU
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Layer 2 Switching @ 7ion

L2 Forwarding Steps

L2 Table L2 Table

_ Router MAC? _- L3 forwarding

_ Known MAC? _- L2 forwarding
L2 Table

Cisco [lVf/
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Layer 2 Switching

Layer 2 MAC Table

PFC / DFC has an
integrated CAM with
N pages x 4096 rows =
MAC address space

MAC Table

PFC4 = 128K Entries
(32 x 4096)

Cisco {lbl/f/



Layer 2 Switching

Layer 2 Forwarding Operation

4096
Rows

MAC Table Row

HiT! “"‘ :

1. Hash result identifies the starting Page and Row in the MAC table

2. Lookup Key (VLAN + MAC) compared to contents of entries on each page (sequentially)
- DST MAC Lookup: Match returns Destination interface(s) OR Miss results in Flood
- SRC MAC Lookup: Match updates age of current entry OR Miss installs new entry

BRKARC-3465 © 2015 Cisco and/or its affiliates. All rights reserved. Cisco Public 114



Displaying the Layer 2 Table @ Fomion

SUP2T#show mac address-table

Legend: * - primary entry
age - seconds since last seen; n/a - not available; S - secure entry;
R - router's gateway mac address entry; D - Duplicate mac address entry

Displaying entries from active supervisor:

static Router

static Router
dynamic Gi7/3
dynamic Gi5/14
dynamic Gi7/3




Catalyst 6500/6800

Cisco hv&/

Combines Multiple physical ports into One logical port
Deterministic Hash-based Channel Load-Balancing
Configurable Hash uses SRC, DST, L2 and /or L3

P FC3 hash algorithm supports & resulis (3 bits)
PFC4 hash algorithm supports 256 results (8 bits)

Load Sharing is always Per Flow (Not Per Packet)

Q

=

For Your
Information



EtherChannel Load-Balancing
PFC3 Flow Distribution

EtherChannel Hash

3

4

3 bit Result

Channel 1 inke | Link2 | Link3 | Link4 | Links | Linké | Link7 | Links
Bundle

2 Links
3 Links
4 Links
5 Links
6 Links
7 Links
8 Links

50%
37.5%
25%
25%
25%
25%
12.5%

50%
37.5%
25%
25%
25%
12.5%
12.5%

25%

25%

25%
12.5%
12.5%
12.5%

25%
12.5%
12.5%
12.5%
12.5%

12.5%
12.5%
12.5%
12.5%

12.5%

12.5%

12.5%

12.5%
12.5%

12.5%

Cisco Ilbl/f/

Even distribution ONLY for Hash Combinations highlighted in RED!

o
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EtherChannel Load-Balancing
PFC4 Flow Distribution

2 Links
3 Links
4 Links
5 Links
6 Links
7 Links
8 Links

50%
33.6%
25%
20.4%
16.8%
14.5%
12.5%

50%
33.2%
25%
19.9%
16.8%
14.5%
12.5%

33.2%
25%
19.9%
16.8%
14.5%
12.5%

EtherChannel Hash

Channel |- ink1 | Link2 | Link3 | Link4 | Links | Linké | Link7 | Links
Bundle

25%
19.9%
16.8%
14.5%
12.5%

112]3

4

256

8 bit Result

19.9%

16.4% 16.4%

14% 14%

12.5%  12.5%

14%
12.5%

12.5%

Cisco Ilbl/f/

Nearly Even distribution for ODD & EVEN Hash Combinations!

o

For Your
Information



PFC4 EtherChannel Inputs @ 7ion

EtherChannel Uses a Hash Algorithm to Determine which Link in the Bundle to Use -
The Inputs to the Algorithm Are a Combination of L2, L3 and / or L4 addresses

dst-ip Dst IP Addr

dst-mac Dst Mac Addr

dst-mixed-ip-port Dst IP Addr and TCP/UDP Port
dst-port Dst TCP/UDP Port

mpls Load Balancing for MPLS packets
src-dst-ip Src XOR Dst IP Addr

src-dst-mac Src XOR Dst Mac Addr
src-dst-mixed-ip-port Src XOR Dst IP Addr and TCP/UDP Port
src-dst-port Src XOR Dst TCP/UDP Port

src-ip Src IP Addr

src-mac Src Mac Addr

src-mixed-ip-port Src IP Addr and TCP/UDP Port
src-port Src TCP/UDP Port

vlan-dst-ip Vlan, Dst IP Addr
vlan-dst-mixed-ip-port Vlan, Dst IP Addr and TCP/UDP Port
vlan-src-dst-ip Vlan, Src XOR Dst IP Addr
vlan-src-dst-mixed-ip-port Vlan, Src XOR Dst IP Addr and TCP/UDP Port
vlan-src-ip Vlan, Src IP Addr
vlan-src-mixed-ip-port Vlan Src IP Addr and TCP/UDP Port
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Interface Management Q@ il
VLANSs & Interfaces

Supervisor 720 | Supervisor 2T |

16K Bridge 128K Logical
Domains Interfaces

L3 Ports
VLAN1-4K . svis | Tunnels |
VLAN 1 - 4K | coPP |  Etc... |

* VLANSs used for both L2 Bridging « Separate L2 Bridging and L3 Routing
and L3 Routing
» Breaks the 4K VLAN barrier
* Each L3 Interfaces consumes
an internal VLANSs from total 4K
VLAN pool

» Allows VLAN reuse on Per Port basis

» Massive scale for L3 interfaces

Cisco {lrl/f/



L3 Forwarding Q@ v
High-Level SW & HW Process

Control Plane (RP)
Stores routing details,
OSPF, EIGRP, RIP, BGP, etc
RP receives routing updates

from attached neighbors

FIB (on PFC/DFC)

FIB & ADJ tables are used
by EARL to perform L3 Loads FIB into PFC
lookups & forwarding - & distributes to DFC’s

1. FIB lookup based on Destination prefix (longest-match)
2. FIB “Hit” returns an Adjacency pointer
3. Adjacency contains Rewrite (next-hop) information
4. ACL, QoS & NetFlow lookups occur IN PARALLEL (may effect final result)

BRKARC-3465 © 2015 Cisco and/or its affiliates. All rights reserved. Cisco Public 122



L3 Forwarding

FIB & Adjacency Overview

Each PFC/DFC stores a copy of the “FIB” & “Adjacency Table”...

BRKARC-3465

172.20.45.1
10.1.1.100

10.1.0.0

172.16.0.0

FIB TCAM

IF1, MAC, MTU

IF2, MAC, MTU

IF3, MAC, MTU

IF4, MAC, MTU

Adjacency
Table

© 2015 Cisco and/or its affiliates. All rights reserved. Cisco Public 123



L3 Forwarding

FIB & ADJ Lookup in PFC/DFC

Lets assume a lookup needs to be performed for a packet with
a destination of 10.1.5.2 /24, then the following would occur...

17220451
10.1.1.100
MASK (/32) IF1, MAC, MTU
10 130 IF2, MAC, MTU
10.1.2.0 Load-Sharing \_) IF3, MAC, MTU
MASK (/24) Hash
y IF4, MAC, MTU
~ 10.1.0.0
172.16.0.0
MASK (/16)
Adjacency
0.0.0.0 Table

MASK (/0)

Cisco Ilbl/f/ FIBTCAM : i



Supervisor FIB TCAM @ i

Defaults and Changes

IPv4 Unicast & MPLS require only 1 entry NON-XL XL
IPv6 Unicast & IPv4 Multicast require 2 entries PFC PFC
Standard PFC/DFC = 256K entries IPv4, MPLS
“XL” PFC/DFC = 1M entries IPv6, Multicast
Default TCAM allocation shown below
SUP2TXL Example Changing default (requires Reboot!)
SUP2T#sh platform cef maximum-routes SUP2T (confiqg) #platform cef maximum-routes ?
FIB TCAM maximum routes : ip number of ip routes
======================= ip-multicast number of multicast routes
Current :- ipv6 number of ipv6 routes
——————— mpls number of MPLS labels
IPv4 + MPLS - 512k (default)

IPv6 + IP Multicast - 256k (default)

BRKARC-3465 © 2015 Cisco and/or its affiliates. All rights reserved. Cisco Public 125



Displaying IPv4 Forwarding Summary

SUP2T#show platform hardware capacity forwarding

L3 Forwarding Resources
FIB TCAM usage: Total
72 bits (IPv4, MPLS, EoM) 196608
144 bits (IP mcast, IPvo) 32768

detail: Protocol
IPv4
MPLS
EoM

IPvo
IPv4 mcast

IPv6 mcast

Adjacency usage: Total
1048576

Cisco h’l/f:/

For Your
\ Information
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Displaying Hardware IPv4 Prefix Entries @ 5o

SUP2T#show platform hardware cef

Codes: decap - Decapsulation, + - Push Label
Index Prefix Adjacency
68 255.255.255.255/32 receive
75 10.10.1.1/32 receive
76 10.10.1.0/32 receive
77 10.10.1.255/32 receive
78 10.10.1.2/32 Gil/1,
224.0.0.0/24 receive
10.10.1.0/24 glean
10.100.0.0/24 Gil/1,
10.100.1.0/24 Gil/1,
10.100.2.0/24 Gil/1,
10.100.3.0/24 Gil/1,

Cisco ("/61/



Finding the Longest-Match Prefix Entry @ 5o

SUP2T#show platform hardware cef 171.1.1.0

Codes: decap - Decapsulation, + - Push Label

Index Prefix Adjacency

SUP2T#show platform hardware cef lookup 171.1.1.0
Codes: decap - Decapsulation, + - Push Label
Index Prefix Adjacency

3531584 171.0.0.0/8 V1192 ,00d0.0053.bc00

SUP2T#show platform hardware cef ipv6é lookup FFO0O::
Codes: + - Push label
Index Prefix Adjacency
512 FF00::/8

Cisco h’l/f:/
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Catalyst Hardware NetFlow

Netflow is a process designed to collect information about traffic flows that pass through a switch

@ Data Flow (PFC) Netflow
Collection
@ Exported Netflow Server

Record (MSFC)




Catalyst 6500 NetFlow @ oo

NetFlow Flow Masks
Full Interface Mask

INTERFACE SRC IP DESTIP | IP PROTOCOL

Full Mask

INTERFACE SRC IP DESTIP | IPPROTOCOL

Destination-Source Interface Mask

INTERFACE SRC IP DEST IP IP PROTOCOL SRC PORT DEST PORT

Source-Only Mask

INTERFACE SRC IP DEST IP IP PROTOCOL SRC PORT DEST PORT

Destination-Only Mask

Destination-Source Mask




Hardware NetFlow @ oo
Supervisor 2T Enhancements
Increased customization and scale by

selecting the fields to Match and
Collect for both IPv4 and IPv6

Optimal CPU Utilization with
Yielding NDE & Direct Export
from a Line Card

Bigger tables mean

CPU Eriend| = UPL o LS Ve MORE entries per
renaty. system, giving you
Export @@][@)2? FISO W Pet better visibility into
ystem your network (up to

[N]@{EFD@W 13 million NF entries

_— 7 with a 13 slot chassis)
Allow to use Netflow after

ingress lookup is done Sampled
(NetFlow on CoPP) Eqgress P :
Netfl Netflow: in .
Allow to account for SLUOWY Optimize the Netflow

Hardware Tables utilization and

IP Multicast traffic per N
minimize load on Analyzers

destination instead of per group

-
C|sco ’ BRKARC-3465 ©2015 Cisco and/or its affiliates. All rights reserved. Cisco Public 132



Hardware NetFlow
TCAM Lookup on PFC4

DST IP SRC IP Proto DST Port SRC Port
10.1.2.11 10.1.1.10

Statistics
"Statistics |
FStatistics |
Statistics
F'Statistics |
"Statistics |

Flow Data

Flow Data
Flow Data
Flow Data

o - ———
Flow Data

Compare
Flow Data

FStatistios |
Hash Function Compare Gldil.

all pages
bl

{'4\) | Indexes row in Lookup Table

TStatistics |
Statistics

Index to FIOW Data

NF Data Flow Data
Table

entries

y

R / NetFlow Data Table NetFlow Statistics
Cisco [lWI NetFIOW LOOkUp Table BRKARC-3465 ©2015 Cisco and/or its affiliates. All rights reserved. Cisco Public 133



Hardware NetFlow

Sup?2T Flexible NetFlow Flow Record

e rela Il ooy Fila
Key Field Non-Key Field

Key Fields trigger the creation of a new Flow entry %

every time their value change
Non-Key Fields are data that is indexed by the Key Fields.

Key Fields are defined using the “match” statement
Non-Key-Fields are defined using the “collect” statement

Ingress '
and /or
Egress

Cicco Ith’/ Interfaces

6 For Your
v Information
Flow Export

Multiple Exporters
can be associated

with a single FNF :
monitor Export Profile

Export Profile

Flow
Monitor

Same Flow Monitor
can be associated with
multiple Interfaces




PFC4 Key & Non-Key Fields

A For Your
\_/ Information

Field Name - Field Name - Field Name -

datalink vlan input

flow direction

ipv6 source address

ipv4 tos Yes flow cts source group-tag Yes ipv6 source prefix No
ipv4 precedence Yes flow cts destination group-tag Yes ipv6 source mask No
ipv4 protocol Yes interface input (snmp) No ipv6 destination address Yes
ipv4 source address Yes interface output (snmp) No ipv6 destination prefix No
ipv4 source prefix No routing destination as No ipv6 destination mask No
ipv4 source mask No routing forwarding-status Yes transport source-port Yes
ipv4 destination address Yes routing next-hop address ipv4 (bgp) Yes transport tcp flags No
ipv4 destination prefix No routing next-hop address ipv6 (bgp) Yes counter Byte No
ipv4 destination mask No routing source as No counter packet No
ipv6 traffic-class Yes routing vrf input Yes timestamp sys-uptime first No
ipv6 protocol Yes transport destination-port Yes timestamp sys-uptime last No
input Interface Yes output Interface Yes input physical interface Yes

Cisco h’l/fp/



Hardware NetFlow

NetFlow Data Export Process

VS-S2T-10G

Netflow Collector

Dlrect Export support with Sup2T:

C6800-32P10G

- C6800-16P10G

- C6800-8P10G

« WS-X6904-40G-2T

« WS-X6908-10G-2T

« WS-X6816-10X-2T

« WS-X6716-10X (DFC4-E)

Cisco Ilbl/f/ 5 ’



Hardware NetFlow (2 e
Sup2T “CPU Friendly” Netflow Export

CPU When threshold reached,
Utilization NDE quickly backs off
20% export rate
0 Yielding NDE
e e o e e L e N S e A R 8
70% T ————————— CPU threshold
step up export rate again
NDE begins

1 ’ /
c‘sco lvc’ BRKARC-3465 ©2015 Cisco and/or its affiliates. All rights reserved. Cisco Public 137



Displaying NetFlow Utilization

SUP2T#show platform hardware capacity netflow
Netflow resources:

Netflow table size: 515032 entries total

Netflow table usage: Module/Instance Input flows

3 10%
7 25%

Cisco ("/61/

For Your
\ Information

) Nt

Output flows
10%
25%



Sup720 vs. Sup2T- Flexible Netflow

o

Feature Sup720 Sup2T

Netflow Entries 256 K (Ingress Only) 512 K Ingress — 512 K Egress
Shared Netflow Policers N/A 512
Netflow Samplers N/A 1K
Class Maps per Policy Map 1K 4K
Aggregate Policers 1K 6K
Distributed Policers N/A 4K
Microflow Policers 63 128
Flexible Netflow N/A Yes
Egress Netflow N/A Yes
VRF-aware Netflow N/A Yes*

Netflow Export Enhancements

Direct Export

Direct Export, CPU Yield,
EEM Event Manager

Packet or Byte Policing

Byte-based

Packet or Byte-based

For Your
Information
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Access Control Lists

Hardware Support

Full Hardware Support
Policy Feature Card

o Distributed Forwarding Card
Create an ACL or classification Istributed Forwarding t.ar

policy, using the CLI or Network [ — "_ — o Router ACLs

Management System (NMS) e | VLAN ACLs
S : ‘ o | Port Based ACLs
Role Based ACLs

ip access-list extended Internet
permit ip any host 10.2.2.4

permit ip any host 10.5.2.33
permit ip any host 10.11.0.0
permit ip any host 10.4.0.0

Hardware- Assisted
ACL Features

NetFlow

NAT & PAT
PBR

WCCP
Reflexive ACLs
Cisco Trust Sec

-
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Access Control Lists

@ i
Three Forms of Security ACLs

The PFC3/PFC4 supports three forms of Security ACLs: the RACL, VACL and PACL...

VLAN ACL (VACL) Port ACL (PACL)

Used to permit or deny the
movement of traffic
between Layer 3 Subnets

Used to permit or deny the
movement of traffic
between Layer 3 Subnets
& VLANs or within a VLAN

Used to permit or deny the
movement of traffic
between Layer 3 Subnets
& VLANs or within a VLAN

Applied as an input or
output policy to a Layer 3
interface

Applied as a policy to a
VLAN - is inherently
applied to both inbound
and outbound traffic

Cisco [lVf/

Applied as a policy to a
Layer 2 Switch port
interface - is applied for
inbound traffic only




Access Control Lists
ACL Order of Processing

ol >
,'2\ “ 3F
, AA
m Input PACL
AA
Y

m._‘___"\ Note: NO
| Output PACL

exists

©

° Destination

/ Source

Cisco {lbl/fp 5 ’



Access Control Lists
PFC4 TCAM Lookup

PFC4 / DFC4
BANK 0 BANK 1 BANK 2 BANK 3 Forwarding Engine

@ |l U Tl_ 1l e

(L2 ASIC)

@ Eo)f)kup Keys 1 l 4R()a(sults @ I @

4 X Results

& Priority Final Result
Packet Header Information ACL ACL —) _ to Netflow
Labels LOUs _— 6

> T o (8)
(' 1') Classification Module 1 ( S ) Classification Module 2
[

v

r
-
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Access Control Lists @ 7ion
Mask Utilization: PFC3 vs PFC4

permitip 10.1.1.0 0.0.0.255 any
permitip 10.2.1.0 0.0.0.255 any
permitip 10.3.0.0 0.0.255.255 any

PFC3 ACL TCAM PFC4 ACL TCAM

10.1.1.0 | permit Mask 0.0.0.255 10.1.1.0 permit
MASK 10.2.1.0 | permit Mask 0.0.0.255 10.2.1.0 permit
- - Mask 0.0.255.255 [ ERXY permit

0.0.0.255

10.3.0.0 | permit
MASK = -

0.0.255.255

16 ACEs

’ d
Cisco [l Vf/ “SC 5 ! \




Access Control Lists @ i
PFC4 “ACL Dry Run” Feature

- Make sure an ACL will fit in the SUP2T-E# show configuration session test status
TCAM before you apply the e
ACL Status of last config validation:

] Timestamp: 2013-09-20@17:27:06
- ACLs that do not fit can cause software
forwarding and possible high CPU

utilization SLOT =[1] Result = Configuration will fitin TCAM

- Special configuration session

- Create and Edit the ACL

- Verifies if the changes will fit within the
hardware resources

- The actual changes are not
programmed into the hardware
during the configuration session

- Configuration changes can be
verified step by step

Cisco Ilbl/f/ : ! 3




PFC4 ACL Dry Run

Configuration Example

1- Start the configuration session

For Your
\ Information

=

5- Execute the Validate command

SUP2T-E#configure session dryrun
SUP2T-E(dry-run-config)#

2- Enter the ACL to be modified/created

SUP2T-E(dry-run-config)#ip access-list extended dryrun3
SUP2T-E(dr-config-ext-nacl)#

3- Make the changes to the ACL

SUP2T-E(dry-run-config)#validate

SUP2T-E(dry-run-config)#

*Feb 20 17:27:08.021:

%FM-6-SESSION_VALIDATION_RESULT_INFO:

Session Validation Result :

"Validation Completed Successfully.”

. Please use 'show config session dryrun status' to get the more details of the config validation
status

SUP2T-E(dry-run-config)#

SUP2T-E(dr-config-ext-nacl)#permit ip any host 6.1.1.1
SUP2T-E(dr-config-ext-nacl)#permit ip any host 6.1.1.2
SUP2T-E(dr-config-ext-nacl)#permit ip any host 6.1.1.3
SUP2T-E(dr-config-ext-nacl)#permit ip any host 6.1.1.4
SUP2T-E(dr-config-ext-nacl)#permit ip any host 6.1.1.5
SUP2T-E(dr-config-ext-nacl)#permit ip any host 6.1.1.6

6- Exit out of the configuration session and verify if the validated
session changes will fit in the hardware resources

4- Exit out of the ACL config mode

SUP2T-E(dry-run-config)#end
SUP2T-E#
SUP2T-E#show configuration session dryrun status

Status of last config validation:
Timestamp: 2010-02-20@17:27:06

SUP2T-E(dr-config-ext-nacl)#exit
SUP2T-E(dry-run-config)#

SLOT=[1] Result = Configuration will fit in TCAM




Access Control Lists
PFC4 “ACL Hitless Update” Feature

= Allows updates to an ACL
without interrupting traffic

= Multiple features updated at once
IPv4, IPv6, MAC...
RACL, VACL, PBR...

= Global configuration option
(default is on)

= Feature does consume double the
number of TCAM entries

Cisco [l Vf/
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Access Control Lists
PFC4 ACL Hitless Update

= Each ACL feature is initially
programmed into two different
spaces into the TCAM

Primary Space (Label-1)
Shadow Space (Label-2)

= While an ACL is being updated
the PFC4 will use a temporary
label that points to the shadow
TCAM space

= Once the ACL changes have
been completed the then PFC4
will then use the original label
again

Cisco [lVf/

: For Your
v Information

re 1ttt

2 X Lookup Keys | i 4 X Results & Priority
ACL

Labels ACL LOUs
1,2

Classification Module 1




Sup720 vs. Sup2T- Security

Feature Sup720 Sup2T

ACL TCAM Size 39K 64K or 256K
(Programmable)

ACL Labels 4K 16K
ACE Mask Ratio 8:1 1:1
ACL LOU’s 64 208
Port ACL’s 2K 8K
MAC ACL Support Software Hardware
Per-Port Per-VLAN ACL’s N/A Yes
Security Group ACL’s N/A 32K
Security Group Tagging (SGT) CTS 1.5 (SXP) CTS 2.0

802.1ae Encryption Support

N/A

Yes (Line-Rate)

Unicast RPF

IPv4 (2 paths)

IPv4 & IPv6 (16 paths)

Hardware Rate Limiters

Layer3: 8
Layer2: 4

Layer3: 31
Layer2: 26

(2,

For Your
Information
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Multicast Ingress Replication Model

Egress Linecards

Ingress Linecard

RE

For Your
Information

o

v

tch

RE

bric :

RE

Ingress Replication Engine (RE) responsible Replicates for each egress linecard

for replication to ALL OIF’s

Host

Switch Fabric sends copies for each OIF



Multicast Egress Replication Model @ G

Egress Linecards

Ingress Linecard

Fabric

—n)

Ingress Replication Engine responsible Switch Fabric replicates for each OIF
for replication to local OIF’s

Replicates a SINGLE copy to Fabric Local Linecard RE replicates for local OIF’s



6700 to 6700 - Centralized Forwarding \ ¢ QHEE

- Slot 1 Slot 2
> PortASICA | | PortASICB | | PortASICA | | PortASICB |€
| || CFC | | CFC | 7)
2
i \) # A A A A # { i # A A A A # {
| FIRE Asic Kl | FIREASICB | | FIREASICA | | FIREASICB |
) 6 A 4 .\\3)‘7 A 4 \ 4 Dbus
A 4 A 4 A 4 A 4
I Rbus
Michael Switch Fabric . Amanda
Engineering B Marketing
> ] ., "%
‘ - = Packet
! Fabric / Bus '\f) Layer i—:‘ng\ﬁ% .
Interface & E— E— = Header
Replication ASIC i
p Layer 3 Engine L4 = Resut
Supervisor Engine 2T




<)

)

6700 (CFC) PortASICA | S'°'2 [ PortASIC B
Local Forwarding | 14
CFC
a ' 4 on ' !
FIRE ASIC (D FIRE ASIC B
Akm “®
©
1) !
8
Switch Fabric
i =
v I O ]
0O , Fabric / Bus tha @D
Port ASIC < nterface & Layer 2 Engine
B o
CPU Complex Replication ASIC Layer 3 Engine D
(RECSH) Supervisor Engine 2T




6800 to 6800 - Distributed Forwarding (DFC) @ Feriie

Slot 1 Slot 2

> potAsicA | _ |  portAscB | | PotAsiCA | |  PortAsicB  |€
A Sj A A A

DFC4 u DFC4 u U
o L = =

\a) 4 A A # { i # A 4 A A # {
]_RE ASIC Kﬁ T’ | FIREASICB | | FIREASICA | | FIREASICB |

15
A 4 \ 4 A 4 \ 4 Dbus
A 4 A 4 A 4
| Rbus

Michael Switch Fabric - Amanda
Engineering Marketing
t — 1 1 PFC4

b= = Packet

Fabric / Bus Layer 2 Engine
Interface & I — Bl = Header

Replication ASIC Layer 3 Engine
Li;{ = Result

Supervisor Engine 2T




<)

&)

Slot 2

6800 (DFC) Port ASIC A Port ASIC B
Local Forwarding
L@) DFC
FIRE ASIC A? FIRE ASIC B
E-DBUS
$ E-RBUS
—2
Switch Fabric
VL | |
< > Fabric / Bus i
Port ASIC < nterface & Layer 2 Engine P
N E— Replication ASIC e
CPU Complex : , Layer 3 Engine | o
(RP/SP) Supervisor Engine 2T 1




6900 to 6900 - Distributed Forwarding (DFC) @ i

=

crsasicA | Slot1 | crtsasicB | [ ctsasicA | Slot2 [ crtsasicB |¢—
da) % 3 § 5
1b) | Port ASIC A | 3) | Port ASICEB | | Pc:[t ASICA | | Port ASICB | 6a)
‘wdg " dd
\3) u A uVu A A u‘u
\ 4 # 4 # v v # # A 4
| FIRE ASIC T | FIREASICB | | FIREASICA | | FIREASICB |
"5 l
A 4 \ 4 A 4 \ 4 Dbus
1 4 4 4
\i | I I Rbus
Michael Switch Fabric . Amanda
Engineering Marketing
t — 1 1 PFC4
= Packet
Fabric / Bus Layer 2 Engine
Interface & T — = Header
Replication ASIC i
p Layer 3 Engine L4 = Resut
Supervisor Engine 2T




6900 (DFC)

Local Forwarding

D) 14
CTS CTS Slot 2 CTS CcTS
ASIC A AS¢IC B ASIC C ASIC D
Port Port Port Port
ASIC A ASIC B ASIC C ASIC D

tL DFC®
A 4 m A 4
FIRE ASIC A FIRE ASIC B

2

Switch Fabric
VL | |
PortASIC ” ";z'tf’;:a’c E‘;s Layer 2 Engine | 5
S E— Replication ASIC — —
CPU Complex _ . Layer 3 Engine | o
(RP/SF) Supervisor Engine 2T
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C6800 1G - Packet Walks

Step 4: FIRE ASIC stores data
payload in local buffer, and then it
sends only the Internal Header to

Forwarding Engine for Lookup

/Step 3: Port ASIC parses packet
to derive VLAN, CoS, etc. and
perform Ingress QoS.
Then it applies Internal Header
\_ and sends to FIRE ASIC

p
Step 2: PHY converts the signal
& serializes the bits, and then it

L sends to Port ASIC

Supervisor L Switch Fabric

Step 9: Fabric ASIC uses
Fabric Header to determine
Egress Fabric Port and then it

20G —

e sends to Switch Fabric

Step 8: Ingress FIRE ASIC uses N
lookup result to determine
B the Fabric Port mapped to Egress
Port, and converts Internal Header
to Fabric Header.

Step 1: Packet Arrives
@ Ingress Port 13

206 \_ Thenitsends to Fabric ASIC ~ /

Step 5: Inband FPGA parses
Internal Header, and then it sends
to Forwarding Engine

Step 6-7: Forwarding Engine
performs L2, L3, ACL and
Netflow IFE & OFE processing
to determine the Egress Port &
Rewrite Info.

Then it returns result to FIRE ASIC

..... 1316 _ 1720 _

21-24 25-28 _ 2932 _ 3336 __

(via Inband FPGA)

37-40 _ 4144 __ 4548



C6800 1G Packet Walks

Remote Forwarding (Egress)

Step 10: Switch Fabric transmits

frame to Egress Fabric ASIC, which BUpervisor I SWitu“l Fabric
sends to Egress FIRE ASIC ) i —

20G 20G

Step 11: FIRE ASIC uses Fabric
Header to derive new Internal header,
which it sends to Forwarding Engine

(Egress Lookup)

20G

Step 14: FIRE ASIC uses )
Internal Header to determine Egress
Port and reassemble the packet.
Then it sends to Port ASIC

Step 12: Inband FPGA parses
Internal Header, and then it sends
to Forwarding Engine

p

Step 15: Port ASIC removes
Internal Header and rewrites VLAN,
CoS, etc. and perform Egress QoS.
: : : Then it sends to PHY )

Step 13: Forwarding Engine
performs an Egress (L2) Lookup
to learn SRC MAC address.

Then it returns Internal Header to
FIRE ASIC (via Inband FPGA)
PHY H PHY H PHY H PHY H PHY PHY PHY
L B e

Step 16: PHY serializes the bits
& converts signal, and then
transmits the packet

Step 17: Packet Leaves
@ Egress Port 36

[ 0104 _ 0508 _ 0912 _ 1346 _ 1720 _ 21-24 |

2528 _ 2932 |




C6800 10G - Packet Walks

Remote Forwarding (Ingress)

Step 4: FIRE ASIC stores data
payload in local buffer, and then it
sends only the Internal Header to

Forwarding Engine for Lookup

4 Step 3: Port ASIC removes
Decryption, then it parses packet
to derive VLAN, CoS, etc. and
perform Ingress QoS.
Then it applies Internal Header

\_ and sends to FIRE ASIC

p
Step 2: PHY converts the signal
& serializes the bits, and then it

L sends to Port ASIC

Step 1: Packet Arrives
@ Ingress Port 9

—abric ASIC ctive. Sup
40G 40G T 40G 40G
0
A A
2x20G

40G

Front
Panel

Step 9: Fabric ASIC uses h
Fabric ASIC:of Standby.Sup Fabric Hea?'ef to determ'ne_
& Egress Fabric Port and then it
B 406 4 40G § 40G sends to Switch Fabric )

Step 8: Ingress FIRE ASIC uses N

lookup result to determine
2x20G the Fabric Port mapped to Egress
Port, and converts Internal Header

m to Fabric Header.

Mr/\ Then it sends to Fabric ASIC
na / \

Step 5: Inband FPGA parses
Internal Header, and then it sends

R to Forwarding Engine .
»
ep o O alC O O e
perfo A ana

40 etflo O proce 0
40G N . o
O dele e e gre O o

A D A NE e O

BRKARC.340E AR R ST



C6800 10G Packet Walks

Remote Forwarding (Egress)

~
Step 10: Switch Fabric transmits iy

frame to Egress Fabric ASIC, which Cabrid [SIC of Active St Fabric ASIC:of Standby.Sup
sends to Egress FIRE ASIC t 40G # 40G # 406 %4 40G

Step 11: FIRE ASIC uses Fabric
Header to derive new Internal header,
which it sends to Forwarding Engine

(Egress Lookup)

Step 14: FIRE ASIC uses )

Internal Header to determine
Egress Port, reassemble the packet
and perform Egress QoS.
Then it sends to Port ASIC Y,

Step 12: Inband FPGA parses
Internal Header, and then it sends
to Forwarding Engine

A= RIRE Step 15: Port ASIC removes Internal
ASIC FIRE ASIC Header, rewrites VLAN, CoS, etc. and
Step 13: Forwarding Engine ASIC adds Encryption. Then it sends to PHY
performs an Egress (L2) Lookup <

to learn SRC MAC address. 40G Step 16: PHY serializes the bits

Then it returns Internal Header to & converts signal, and then
FIRE ASIC (via Inband FPGA) it ASIC Port ASIC transmits the packet

PHY PHY PHY PHY

L

4

Step 17: Packet Leaves
@ Egress Port 24

SFP 01- SFP 05- SFP 09- SFP 13- 5 SFP21- |  SFP25- SFP 29-
04 08 12 16 24 28 32
© 20715 Cisco and/or s jf"‘

BRKARC 3105
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C6880-X & C6840-X Packet Walk

Backplane Interface

Step 9: Fabric ASIC uses
Fabric Header to determine
06 Egress Fabric Port and then it
sends to Switch Fabric

w Step 8: Ingress FIRE ASIC uses )

FIRE inband FIRE . new Internal. Header to determine
the Fabric Port mapped to

Egress Port, and converts Internal
Header to Fabric Header.
Then it sends to Fabric ASIC J

Step 5: FIRE ASIC stores data Fabric ASIC
payload in local buffer, and then it
sends only the Internal Header to

Forwarding Engine for Lookup

1x20G 1x20G

Step 4: MUX ASIC stores
packet in local buffer, and
may perform special packet
encap. Then it sends to
(1 of 2) FIRE ASIC

4 Step 3: Port ASIC removes
Decryption, then it parses packet
to derive VLAN, CoS, etc. and
perform Ingress QoS.
Then it applies Internal Header
\_ and sends to MUX ASIC /\

p

Step 2: PHY converts the signal

& serializes the bits, and then it
sends to Port ASIC

Forwarding :

Step 6: Inband FPGA parses
Internal Header, and then it sends
to Forwarding Engine

RLDRAM3
1GB x3

S

8x 6.25G Step 7: Forwarding Engine
v performs L2, L3, ACL and Netflow
IFE & OFE processing and

determines the Egress Port &
Rewrite Info. Then it returns new
Internal Header to FIRE ASIC
(via Inband FPGA)

\

Step 1: Packet Arrives
@ Ingress Port 1




C6880-X & C6840-X Packet Walk

Remote Forwarding (Egress) Backplane Interface
Fabric ASIC

P
Step 10: Fabric ASIC transmits frame

to Egress Fabric Port, which is

received by Egress FIRE ASIC

Step 11: FIRE ASIC uses Fabric
Header to derive new Internal header,
which it sends to Forwarding Engine

(egress lookup) )

Step 12: Inband FPGA parses

Internal Header, and then it sends [
to Forwarding Engine J

1x 20G Doy

< 16G Up

Step 13: Forwarding Engine
performs an egress (L2) lookup to
learn MAC address.
Then it returns Internal Header to FIRE
ASIC (via Inband FPGA)
8x 6.25G

PORT
ASIC

I;\ISRIE) Step 14: FIRE ASIC uses new Internal\
Header to determine Egress Port and

reassemble the packet, and then it
sends to MUX ASIC )

~

Step 15: MUX ASIC uses Internal
Header to determine Egress Port
and perform Egress QoS.

Then it sends to Port ASIC )

~

Step 16: Port ASIC removes Internal
8 6.25G Header, rewrites VLAN, CoS, etc. and
adds Encryption. Then it sends to PHY)

A“‘/\

Step 17: PHY serializes the bits
& converts signal, and then

transmits the packet

VA"

Step 18: Packet Leaves
@ Egress Port 16




Summary

- Innovation & Investment Protection
The new Catalyst 6800 architectures are based on
the “Gold Standard” Catalyst 6500 Campus Switch,
leveraging the same ASICs and Software, while
providing a foundation for next-generation hardware.

- Hardware Multi-Layer Switching
Get the best of both worlds! L2 & L3 forwarding,
policies and statistics collection are performed by
the same ASIC hardware, so there is minimal
difference in performance and scale.

- Combined Forwarding & Features
Enabling multiple hardware features such as
Netflow, QoS and Security can be done without
impacting performance or scale, because these
hardware features are processed in parallel.

Cisco [lVf/ 5 .




atalyst 6800 Series

3500+ Catalyst 6500 Features

Security & QoS

MPLS, VPLS & EVN Next-Gen Solutions

15 Year MPLS Maturity v Instant Access Controller v MacSec & SGT v DHCP Snooping v
L2 Ve - L2 Campus LISP - SGACL & L3 SGT v Dynamic ARP Inspection v
L3 VPN v L3 Campus LISP v ynamic spectiol
L2/L3 VPN over mGRE v SDN - OpenFlow/APIC v Ingress/Egress ACL v SPAN with ACL v
v ;
HALS 1= SIENSEIECCIon 2 Time-Based ACL v Identity 2.0 v
VPLS/A-VPLS/H-VPLS v
Label Switch Multicast v VSS & HA ACL Statistics v ACLQoS Classification v
MACsec over EoMPLS 4 10 Year VSS Maturity v Port Security v Marking (DSCP/COS) v
MPLS at Access with |-Sat v MACsec on VSL 7
VRF-Lite v 1G/10G/40G VSL v IPv6 FH Security v Microflow Policing v
EVN Z SSO /NSF & NSR v ACL Atomic Commit/Dry Run v Advanced CoPP v
VRF-Aware Multicast 4 BGP PIC & IP FRR v
VRF-Aware NetFlow v BFD on SVI & MEC v IPv6 uRPF % IPv6 VLAN ACL 4
S\ Multi » Ved
OSPFv2/v3 v IGMPv3 & MLDv2 Snooping in HW v IPv4 Routing Capability 256K-2M Flexible NetFlow v WCCPv3 v
OSPFv3 VRF-Lite v PIM-SM “Dual-RPF” in HW v i
VRF-Aware Unicast v PIM-DM, PIM-Bidir v Multicast Routes (IPv4) 64K-128K Egress NetfFow % PBR IPV4/IPV6 v
IP Tunnel HA v L3 PIM Snooping v Number of Adi :
jacencies M
BFD SVI-GRE v PIM Register in HW v Sampled NetFlow 4 NAT/PAT d
BGP PIC v mVPN, MSR, mcast BFD v MAC Addresses 128K
NDE (Full & Sampled) v GRE/MGRE v
. ECMP (v4 and v6) 16
ealtirie Video Monitoring v ERSPAN v
Security & QoS ACL 64K-256K
- IPV6 in IPv4 Tunnels, Mediatrace v GOLD v
IPV6 - IPv4 HW Parity o VRE-Aware IPv6 Tunnels v Flexible Netflow 128K-5M
OSPFv3 VRF PE-CE v BGPV6, IS-1Sv6 v MPLS Label Push/Pop in 1pass 53 Metadata QoS v Cisco ISE 4
. 7 ) _ . .
MLD, MLD Snooping 6VPE and 6PE v Aggregate Policers o Multicast Service Reflect (MSR) v/ Cisco Prime v
IPv6 Mcast HA v PIM Sparse Mode (PIM-SM) v
Multicast VPN (MVPN v Mini Protocol Anal v
IPv6 SLA, TCL, LLDP v —IPv6 QoS, PACL, RACL v NUTDEHORVRNS oK ( ) I Totoce AgyZer

e
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glated Sessions, Demos & Labs

- World of Solutions — Enterprise Networks
Lazy Susan Static Displays
Equipment Rack Displays
- VSS & Instant Access Demo

« TECCRS-2932 - Cisco Campus LAN Switching Techtorial

BRKCRS-3035 - Advanced Enterprise Campus Design: VSS

BRKCRS-3502 - Advanced Enterprise Campus Design: Instant Access

LTRCRS-2004 - VSS & Instant Access Hands On Lab

Cisco [lVf/ 5 .



Complete Your Online Session Evaluation

- Give us your feedback to be
entered into a Daily Survey
Drawing.

- A daily winner will receive a
$750 Amazon gift card.

- Complete your session surveys
though the Cisco Live mobile
app or your computer on
Cisco Live Connect.

Don’t Forget: All Cisco Live sessions will be
available for viewing on-demand after the event
at CiscoLive.com/Online

Cisco hv&/
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